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1. Introduction

This thesis investigates the convergence rate of gradient descent algorithms for so-called
Riemannian averages, which are a generalization of weighted sums for data on Rie-
mannian manifolds. The straight-forward definition of such sums in Euclidean space,∑N

i=1 ωipi, where ωi ∈ R with
∑N

i=1 ωi = 1 and pi ∈ Rd for i = 1, . . . , N can be adapted
to Riemannian manifolds with metric d by defining

avM({ωi}, {pi}) := argmin
p∈M

1

2

N∑
i=1

ωid(p, pi)
2.

Unfortunately for many cases it is not known how to explicitly calculate this minimum
and hence one often uses numerical methods to find Riemannian averages. One of those
numerical methods is gradient descent and even though gradient descent is only a first
order method it was observed that only very few iterations of a gradient descent algo-
rithm were needed in order get a very precise estimate on the Riemannian average. For
this reason it is used quite frequently in multiple applications, such as the interpolation
of functions with values in Riemannian manifolds, for instance.

We will start by introducing a few concepts from differential geometry in Chapter 2.
In Chapter 3 we will define Riemannian averages and propose the gradient descent
algorithm which we will be investigating. Subsequently we will take a brief look at
the application of Riemannian averages when interpolating functions with values in a
Riemannian manifold. Thereafter, in Chapter 4, we will examine the behaviour of the
convergence rate of the algorithm when all our data is localized and prove our main
results that offer an explanation for the very quick convergence of the gradient descent
method when all the data is close together. Finally we will conduct some numerical
experiments in Chapter 5 in order to see how the algorithm does in practice. Finally we
reach a conclusion and remark on some open problems in Chapter 6.

In connection with this thesis I would like to thank my supervisors P. Grohs for providing
me with the interesting subject and M. Sprecher for his extensive help and the frequent
meetings.
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2. Differential Geometry

Before getting to the core of the thesis we want to take a look at different concepts from
differential geometry and, in the next section, Riemannian geometry. We will assume
that the reader is familiar with the definition of a Ck-manifold and start by introducing
the tangent space. Here and in the rest of the thesis we will be working with smooth
manifolds by which we mean C∞-manifolds. We will also frequently let d ∈ N denote
the dimension of our manifold.

Definition 2.1. Let M be a smooth d-dimensional manifold and γ : (−ε, ε) → M be a
C∞-curve. We define the velocity vector X of γ at t = 0 to be X ∈ Hom(C∞(M),M)
such that

Xf :=
d

dt

∣∣∣∣
0

(f ◦ γ)(t),

for any f ∈ C∞(M). We will often denote X by γ̇(0).

A tangent vector to M at p ∈ M is defined to be a tuple (p,X), where p is called the
base point and X is the velocity vector of some γ with the property that γ(0) = p.

Remark 2.2. Since we will be working with curves γ : I → M for I ⊂ R a lot, it is
sensible to clarify some things from the outset. The most important one being that all
the curves occurring in this thesis will be assumed to be smooth (meaning C∞). Also the
domain of such curves will always be a subset of R on which it makes sense to talk about
differentiability. For instance open intervals or unions thereof.

It can be shown that for fixed p ∈M

TpM := {(p,X)|(p,X) is a tangent vector},

called the tangent space of M at p, is a d-dimensional vector space. We can give this
space a basis by looking at a chart (ϕ,U), where U is a neighbourhood of p, and defining

the standard basis vectors
(
p,
(
∂
∂xi

)
p,ϕ

)
for i ∈ {1, . . . , d} by their action on a smooth

function f (
∂

∂xi

)
p,ϕ

f :=
∂

∂xi

∣∣∣∣
ϕ(p)

(f ◦ ϕ−1)(x).

For convenience one often omits the p and the ϕ when referring to those basis vectors
and simply writes ∂

∂xi
or ∂i. One does also omit the p when denoting a tangent vector

(p,X) quite frequently.
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Definition 2.3. We define the tangent bundle of a smooth manifold M to be TM :=
tp∈MTpM. One can prove that we can equip TM with a smooth structure, such that it
is a 2d-dimensional manifold.

Given two manifolds M and N , a smooth map F : M→ N and some p ∈ M there is
a natural way of getting a map dF (p) on the tangent spaces TpM and TF (p)N of those
two manifolds. We will call this map the differential of F at p and define it by its action
on an arbitrary tangent vector X ∈ TpM

dF (p)[X]f := X(f ◦ F ),

for any f ∈ C∞(N ). The differential gives us a lot of information about the local
behaviour of a function. The following theorem will prove to be useful later, when
defining the Riemannian logarithm.

Theorem 2.4 (Inverse Function Theorem). If F :M→N is a smooth function of smooth
manifolds and we have that dF (p) is bijective at some point p ∈M then there exists an
open neighbourhood U of p, such that F |U : U → F (U) ⊂ N is a diffeomorphism onto
the open set F (U).

The differential will also give us information about the behaviour of F , even if it is merely
surjective or injective at some point p. Since we will not make use of this property in this
thesis, the reader is referred to Chapter 4 in Lee [4]. If a smooth function F :M→ N
has injective differential at every point p ∈M (we say F is an immersion) and is injective
we can view M as a subset of N by looking at F (M). F (M) will not necessarily carry
a manifold structure. If this is the case we call F an embedding.

Theorem 2.5 (Whitney Embedding Theorem). Any smooth d-dimensional manifold M
that is Hausdorff and second-countable can be embedded into R2d.

Whitney’s Theorem is a strong result, which is particularly interesting to us, since it
formally allows us to look at submanifolds of R2d rather then at general manifolds when
conducting our proofs. Another concept that is frequently used is the concept of vector
fields:

Definition 2.6. A smooth vector field is a smooth map X : M → TM, such that
X(p) ∈ TpM for any p ∈M. We will denote the set of smooth vector fields by X(M).

By our discussion of tangent spaces it is easily seen that X(M) is a vector space consisting
of maps that act like first order derivatives. In fact we can write any vector field X with
respect to the standard basis given by the charts of the manifold:

X(p) = Xi(p)

(
∂

∂xi

)
p

,

where we used the Einstein summation convention. If one exploits this notation and
some occurring cancellation one can prove that the following definition makes sense.
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Definition 2.7. Let X,Y ∈ X(M) we define the bracket [·, ·] : X(M)× X(M)→ X(M)
by

[X,Y ]f := X(Y f)− Y (Xf),

for f ∈ C∞(M).

It is readily proven that the bracket is antisymmetric, bilinear and satisfies the Jacobi
identity

[X, [Y,Z]] + [Z, [X,Y ]] + [Y, [Z,X]] = 0.

2.1. Riemannian Geometry

Now that we know a little bit about manifolds we can proceed to the point were Rieman-
nian structures come into play. A good book on this subject is Sakai [2], for instance.
Consider for a start a smooth curve γ : [a, b]→M⊂ Rd. We can measure the length of
such a curve by

L(γ) :=

∫ b

a
〈γ̇(t), γ̇(t)〉

1
2dt.

To generalize this idea for a manifold not embedded in Rd we need to have a general
inner product on the tangent space of a manifold.

Definition 2.8. A Riemannian structure on M is a family {gp}p∈M of inner products
on the tangent spaces TpM, such that gp(X(p), Y (p)) is smooth in p ∈ M for any two
vector fields X, Y ∈ X(M). A manifold M with a Riemannian structure g will be called
a Riemannian manifold.

From this point on we will assume that, unless otherwise stated, every manifold M we
are dealing with is a Riemannian manifold (i.e. has a Riemannian structure). We will
furthermore use the notations

gp(X,Y ) = 〈X,Y 〉p = 〈X,Y 〉, X, Y ∈ TpM

simultaneously

With this definition we can now measure the length of a smooth curve γ : [a, b] → M
on a Riemannian manifold (M, g) by

L(γ) :=

∫ b

a
〈γ̇(t), γ̇(t)〉

1
2dt =

∫ b

a
‖γ̇(t)‖ dt,

where ‖X‖2 := 〈X,X〉. Using this notion of length on a manifold we can also define a
metric by

d(p, q) := inf{L(γ)|γ : [0, 1]→M, γ(0) = p, γ(1) = q},

where p, q ∈ M. It is worth remarking that the topology induced by this metric does
coincide with the standard topology of the manifold.
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Remark 2.9. For a manifoldM⊂ Rd we can easily find a Riemannian structure by using
the structure g given by the standard inner product on Rd (where we identify TpRd ' Rd)
and then restricting it to TpM ⊂ TpRd. Having this in mind we let Pp : TpRd → TpM
be the gp-orthogonal projection onto TpM.

One can actually show that some kind of reverse direction of this idea also holds, in the
sense that any second-countable Riemannian manifold can be seen as a submanifold of
Euclidean space with Riemannian structures that are compatible in a certain sense. The
statement as it was proven by Nash in 1956 is that any second-countable Riemannian
manifold (M, g) of dimension d ∈ N admits an isometric embedding into Rm, for m ∈
N large enough. More precisely there exists a Ck-function f : M → Rm that is an
embedding and for all p ∈M and tangent vectors X,Y ∈ TpM we have

〈X,Y 〉p = 〈df(p)[X], df(p)[Y ]〉,

where the first inner product arises from the Riemannian structure on the manifold and
the second one is the standard inner product in Rd. Nash also proved that for the
dimension m of the Euclidean space it can be said that m = (3d+11)d

2 , if M is compact

and that m = (3d+11)d(d+1)
2 if M is not compact. For a proof of this see [5].

2.1.1. Affine Connection and Covariant Derivative

Another concept we will be relying on is the one of an affine connection, which in turn
is used to define geodesics. We will utilize that for a smooth function f : M→ R and
a vector field X ∈ X(M) we can define a new vector field fX ∈ X(M) by pointwise
multiplication.

Definition 2.10. An affine connection ∇ : X(M)× X(M)→ X(M) is a map such that

i) ∇fX+gY Z = f∇XZ + g∇Y Z

ii) ∇X(aY + bZ) = a∇XY + b∇XZ

iii) ∇X(fY ) = f∇XY + (Xf)Y,

for any a, b ∈ R, f , g ∈ C∞(M) and X, Y ∈ X(M).

We say that an affine connection is symmetric, if for all X, Y ∈ X(M)

[X,Y ] = ∇XY −∇YX.

We furthermore say that an affine connection is compatible with the Riemannian metric,
if for all X, Y , Z ∈ X(M)

X〈Y, Z〉 = 〈∇XY,Z〉+ 〈Y,∇XZ〉,

5



where 〈X,Y 〉 is understood pointwise for two vector fields X,Y ∈ X(M). A famous
theorem by Levi-Civita states that on any Riemannian manifold there exists a unique
affine connection, which is symmetric and compatible with the Riemannian metric. We
will call this connection the Riemannian connection or Levi-Civita connection.

Remark 2.11. For X,Y ∈ X(M) and p ∈M the covariant derivative at p, ∇XY (p), only
depends on X(p) ∈ TpM and on the values of Y in an arbitrarily small neighbourhood
of p (for a proof of this statement the reader is referred to Lemma A.1 and Corollary
A.2). Therefore it also makes sense to consider ∇XY (p) if X is merely a tangent vector
at p and if Y is a vector field defined on a neighbourhood of p.

Our ultimate goal is to define a notion of curves, so-called geodesics, that have locally
minimal length. Before being able to do so in a fully rigorous way we need to take a
look at vector fields and covariant derivatives along curves, since those concepts play an
important role in the definition. We will follow Lee [9] subsequently.

Definition 2.12. A vector field along a curve γ : I →M is a smooth map V : I → TM,
such that V (t) ∈ Tγ(t)M for all t ∈ I. We will denote the set of all such vector fields by
X(γ).

Note that with this definition and Definition 2.1 we have γ̇ ∈ X(γ) for any curve,
since γ̇(t) ∈ Tγ(t)M and γ̇ is smooth as can be seen when using coordinates. Another
important family of examples of vector fields along a curve γ is obtained by using an
arbitrary X ∈ X(M) and defining V (t) := X(γ(t)). This consideration leads to the
definition of extendible vector fields.

Definition 2.13. A vector field V along a curve γ : I → R is called extendible, if there
exists a vector field X on a neighbourhood of γ(I), such that

V (t) = X(γ(t)),

for all t ∈ I. We call X the extension of V .

It is important to notice that not all vector fields along curves are extendible. One
example of a non-extendible vector field is given by the velocity vector of a curve γ that
has an intersection γ(t1) = γ(t2) for t1, t2 ∈ I with the property that γ̇(t1) 6= γ̇(t2), for
instance. Sometimes when working with an extension X of a vector field along a curve
we will somewhat imprecisely write X ∈ X(M) even though X might only be defined
on a small neighbourhood of the image of the curve.

Lemma 2.14. Let ∇ : X(M)×X(M)→ X(M) be an affine connection on M. Then for
each curve γ : I →M the connection defines a unique operator D

dt : X(γ) → X(γ) such
that for all V,W ∈ X(γ)

i) D
dt(aV + bW ) = aDdtV + bDdtW , for all a, b ∈ R.

ii) D
dt(fV ) = ḟV + f DdtV , for all f ∈ C∞(I).
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iii) If V is extendible with extension X ∈ X(M) then

D

dt
V (t) = ∇γ̇(t)X,

which makes sense by Remark 2.11.

We will call D
dtV the covariant derivative of V along γ.

2.1.2. Geodesics and the Exponential Map

Now that derivatives along curves make sense we can go ahead and define geodesics.

Definition 2.15. A curve γ : I →M is called geodesic, if

D

dt
γ̇(t) = 0.

When considering a submanifold of Rd (by using the isometric embedding from Nash’s
embedding theorem for instance) the concepts of covariant derivative and geodesics can
be expressed differently. Remember that we denoted by Pp : TpRd → TpM the gp-
orthogonal projection, where g denotes the inner product on the tangent space ofM.

Lemma 2.16. Let M ⊂ Rd be a submanifold. Let furthermore X, Y ∈ X(M). The
covariant derivative ∇XY ∈ X(M) for the Levi-Civita connection is given by

∇XY (p) = Pp(dY (p)[X(p)]).

If X is a vector field along a curve γ then the covariant derivative along γ can be
expressed as

D

dt
X(t) := Pγ(t)

(
d

dt
(X(t))

)
.

So a geodesic for a manifold embedded in Rd is a curve whose second derivative γ̈(t) is
orthogonal to the tangent space Tγ(t)M at all times t ∈ I. One way of proving Lemma
2.16 is by using that the Levi-Civita connection is the unique affine connection that is
symmetric and compatible with the Riemannian structure and then proving that the
above expression is such a connection.

An important fact about geodesics is that, if p0 ∈ M and X0 ∈ Tp0M are given then
there exists an ε > 0 and a neighbourhood U ⊂ TM of X0, such that for any tangent
vector X ∈ U there exists a unique geodesic γX : (−ε, ε) → M with γX(0) = πM(X)
and γ̇X(0) = X, where πM denotes the canonical projection of TM onto M. We will
use this in the next definition.

Definition 2.17. For p0 ∈M and X ∈ Tp0M we will denote by γX : I →M the unique
geodesic, such that γX(0) = p0 and γ̇X(0) = X.
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Remark 2.18. There are yet a few other facts about geodesics, which we will use through-
out the thesis so we collect them here. The first one is a corollary to the aforementioned
fact.

i) For any compact set K ⊂ TM there exists an ε > 0 such that for all X ∈ K, γX(t)
exists for |t| < ε.

Furthermore one can also show:

ii) For any a ∈ R, γaX(t) = γX(at), whenever either of those is defined.

iii) 〈γ̇(t), γ̇(t)〉 = constant.

The latter can be seen by using the Nash embedding theorem and Lemma 2.16, i.e.

d

dt
〈γ̇(t), γ̇(t)〉 = 2

〈
d

dt
γ̇(t), γ̇(t)

〉
= 2

〈
Pγ(t)

(
d

dt
γ̇(t)

)
, γ̇(t)

〉
= 0.

One final fact we will be using is

iv) Geodesics are locally length-minimizing.

When using gradient descent on a general manifold we need some way of travelling
along the manifold in the direction of a given tangent vector. One way of doing this is
using the Riemannian exponential map, which we are going to define next. Note first
that UpM = {X ∈ TpM|‖X‖ = 1} is compact, since it is a unit sphere in a finite
dimensional vector space. Now using Fact i) in the Remark we get the existence of a
δ > 0, such that γX(t) exists for any X ∈ UpM and |t| ≤ δ and thus by Fact ii) that
γX(1) is defined for any X ∈ Bδ(0p) := {X ∈ TpM|‖X‖ < δ}.

Definition 2.19. We define the exponential map expp : Bδ(0p)→M by

expp(X) = γX(1).

We furthermore call a Riemannian manifold complete, if for any p ∈M, expp is defined
on the whole tangent space TpM.

Remark 2.20. Under sufficiently strong conditions this notion of completeness of a man-
ifold is in fact equivalent to the usual notion of completeness of every Cauchy sequence
converging. This is one of the results of the Hopf-Rinow Theorem:

Theorem 2.21 (Hopf-Rinow). Let (M, g) be a connected Riemannian manifold. The
following are equivalent:

i) M is complete as in Definition 2.19.

ii) There exists a p ∈M, such that expp is defined on the whole tangent space TpM.

iii) M is complete as a metric space.

iv) Every closed and bounded subset of M is compact.
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From Definition 2.19 it is immediate that the exponential map is a way of moving along
the manifold in the direction given by a specific tangent vector. A natural question
arising from this is however, whether we can find a tangent vector X ∈ TpM such that
expp(X) = q for another element q of the manifold. Locally this is the case, which can
be seen when looking at the differential of the exponential map d expp(0p) : T0pTpM→
TqM, with 0p ∈ TpM denoting the zero element and q = expp(X). Identifying T0pTpM
with TpM in the natural way leads us to

d expp(0p)[X] =
d

dt

∣∣∣∣
0

expp(tX) =
d

dt

∣∣∣∣
0

γtX(1) = γ̇X(0) = X,

for all X ∈ TpM. Thus d expp(0p) = idTpM and by Theorem 2.4 there exists an ε > 0
such that expp |Bε(0p) : Bε(0p)→ O is a diffeomorphism for some O ⊂M.

Definition 2.22. We call the local inverse of the exponential map logp : O → Bε(0p)
the logarithm map. We furthermore define the injectivity radius ip(M) of a complete
manifold at p ∈M to be:

ip(M) := sup{r > 0| expp |Br(0p) is a diffeomorphism}

and i(M) := infp∈M ip(M) the injectivity radius of M.

Using the logarithm map as defined above we get a very helpful way of rewriting the
distance between two points on the manifold.

Proposition 2.23. Assume that p, q ∈M are sufficiently close for the logarithm map to
be defined, then ∥∥logp(q)

∥∥ = d(p, q).

Proof. From the definition of the exponential map we know:

q = expp(logp(q)) = γlogp(q)(1),

where we used the notation from Definition 2.17 for the geodesic starting at p with
velocity vector logp(q) at t = 0. This γ is a geodesic connecting p and q and since
geodesics are locally length-minimizing and have constant velocity (Remark 2.18) we
get

d(p, q) = L(γlogp(q)) =

∫ 1

0

∥∥∥γ̇logp(q)(t)∥∥∥ dt =
∥∥∥γ̇logp(q)(0)

∥∥∥ =

∥∥∥∥ ddt
∣∣∣∣
0

γt logp(q)(1)

∥∥∥∥
=

∥∥∥∥ ddt
∣∣∣∣
0

expp(t logp(q))

∥∥∥∥ =
∥∥d expp(0p)[logp(q)]

∥∥ =
∥∥logp(q)

∥∥ .

9



2.1.3. An Introduction to Curvature

We will be using the notion of sectional curvature later on and therefore we want to
give a very short introduction to curvature without covering too many of the technical
details of tensor fields and the like. The starting point will be the following definition
and theorem that introduces the curvature tensor.

Definition 2.24. For X,Y, Z ∈ X(M) we define

R(X,Y )Z := ∇X∇Y Z −∇Y∇XZ −∇[X,Y ]Z ∈ X(M).

We call R the curvature tensor field of (M, g) and gather a few facts for R.

Theorem 2.25. The curvature tensor field R is a C∞ tensor field and for all X,Y, Z,W ∈
X(M)

i) R(X,Y )Z = −R(Y,X)Z.

ii) R(X,Y )Z +R(Y, Z)X +R(Z,X)Y = 0.

iii) 〈R(X,Y )Z,W 〉+ 〈R(X,Y )W,Z〉 = 0.

iv) 〈R(X,Y )Z,W 〉 = 〈R(Z,W )X,Y 〉.

A proof of this theorem can be found in Chapter 4 of Spivak [6]. With this statement
in mind we can now define sectional curvature.

Definition 2.26. Let V be a two dimensional subspace of the tangent space TpM of a
Riemannian manifold M and let X,Y be an orthonormal basis of V . We define the
sectional curvature KV ∈ R of V to be

KV := 〈R(X,Y )X,Y 〉.

One can show that this definition is independent of the choice of basis by a direct
computation. Furthermore we can also define sectional curvature for a basis X,Y ∈ V
that is not necessarily orthonormal by

KV :=
〈R(X,Y )X,Y 〉

‖X‖2 ‖Y ‖2 − 〈X,Y 〉2
.

One can show that this definition is equivalent to the definition above by using Gram-
Schmidt and a few fundamental properties of the curvature tensor.

We want to conclude this very short section by remarking that sectional curvature is a
generalization from the theory for two dimensional surfaces in R3, where we have the
seemingly different definition of Gauss curvature. It can be proven, however, that the
definition for surfaces coincides with the definition given above. A good reference for
this is Chapter 4 in [6].
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3. Riemannian Averages and Gradient
Descent

We start this chapter by defining the Riemannian average.

Definition 3.1. Let points {pi}Ni=1 ∈ M and weights {ωi}Ni=1 ∈ R be given such that∑N
i=1 ωi = 1. We call

avM({pi}, {ωi}) := argmin
p∈M

1

2

N∑
i=1

ωid(p, pi)
2

the Riemannian average of {pi} with weights {ωi}.

In general the above optimization problem might not have a well-defined solution. As-
sume for instance that we are considering the manifold M = S2 and let two antipodal
points {p1, p2} be given. If we furthermore use the weights ω1 = ω2 = 1

2 , then the center
of mass is not a single point on the sphere but a great circle. Under sufficiently strong
conditions it can be shown that the Riemannian average exists locally, however. To do
so one needs the notion of convexity for Riemannian manifolds.

Definition 3.2. We say that a set S in a Riemannian manifold is convex, if for any
points p, q ∈ S we have that there exists a unique geodesic γ : [0, 1]→M with γ(0) = p,
γ(1) = q and γ([0, 1]) ⊂ S.

With this in mind we can now reformulate Karcher’s statement to

Theorem 3.3 (Karcher [3]). Let p ∈ M be a point in a complete Riemannian manifold
and let ρ > 0 be sufficiently small, such that Bρ(p) is a convex ball in M. Let points

{pi}Ni=1 ∈ Bρ(p) and weights {ωi}Ni=1 ∈ R be given such that
∑N

i=1 ωi = 1 and ωi > 0 for
all i = 1, . . . , N . Assume furthermore that if the sectional curvatures of M in Bρ(p) are

bounded from above by ∆ > 0 then 2ρ < 1
2π∆−

1
2 . Then the Riemannian average exists

uniquely inside of Bρ(p).

Remark 3.4. In [3] Karcher notes that for negative weights one can still get an existing
Riemannian average, if one makes the convex ball Bρ(p) sufficiently small. If we allow
negative weights we have to give up existence of the average inside Bρ(p), however. One
can see this when looking at an example in Euclidean space. Let p1 = (34 , 0), ω1 = 2,
p2 = (−3

4 , 0) and ω2 = −1, then the weighted average is x? = (94 , 0). If the initial ball
we had chosen was B1(0) then x? does not belong to this ball anymore.
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Unless we are in the linear case M = Rd it will often be almost impossible to calculate
the Riemannian average exactly and thus we will use a numerical scheme to optimize a
specific cost function f :M→ R. There are several ways to do this, but we will restrict
ourselves to a generalization of the gradient descent method. For f : Rd → R we can
define a sequence of iterates {xk}k by

xk+1 := xk − tkgradf(xk),

where we start with an initial value x0 ∈ Rd and are given the time-steps tk ∈ R. Our
best hope is that this sequence will ultimately converge to a critical point of the cost
function, since the gradient of f always points in the direction of steepest ascent of
f . Indeed if we choose tk carefully and x0 close enough to some critical point of the
cost function, it can be shown that this is the case. The same idea will also work on
manifolds, but in order to make sense of this we need to define the gradient of a function
f ∈ C∞(M).

Definition 3.5. Let f ∈ C∞(M), we define gradf ∈ X(M) to be the unique vector field,
such that

〈gradf(p), X〉 = Xf,

for all p ∈ M and X ∈ TpM. We call p ∈ M a critical point of f , if gradf(p0) = 0p,
where 0p ∈ TpM denotes the zero element.

Note that p0 ∈ M being a critical point of f implies that f is locally extremal in p0 in
the sense that for any curve γ : (−ε, ε) → M such that γ(0) = p0, f ◦ γ has a critical
point in 0. We see this by considering

0 = 〈gradf(p0), γ̇(0)〉 = γ̇(0)f =
d

dt

∣∣∣∣
0

f(γ(t)).

An important property that carries over from real analysis to the gradient on manifolds
is that the gradient locally points in the direction of steepest ascent of f. This can also be
seen directly from the definition, since the scalar product of any tangent vector X with
the gradient of f is big when f is increasing along the curve γ that defines the tangent
vector.

Now that we know what we are talking about when referring to the gradient of a function
f : M → R we can set up our gradient descent algorithm for the computation of
Riemannian averages. Let {pi}Ni=1 ∈ M and weights {ωi}Ni=1 ∈ R be given such that∑N

i=1 ωi = 1. The function we want to minimize in order to find avM({pi}, {ωi}) is

f(p) :=
1

2

N∑
i=1

ωid(p, pi)
2.

The gradient of this function can be calculated to be

gradf(p) = −
N∑
i=1

ωi logp(pi),
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as long as all the points {pi}Ni=1 and p ∈M are assumed to be close enough together for
the logarithm to be defined. The proof of this is fairly technical and can therefore be
found in Appendix A after Proposition A.3.

Remember that with the help of the Riemannian exponential map we can travel along
the manifold. We will now use this property to travel in the direction of the negative
gradient of f in order to get closer to a minimum of f . One last question arising is how
to choose the time-steps tk ∈ R in each iteration of the algorithm. Note that in the case
where M = Rd choosing tk = 1 for all k ∈ N leads to convergence after a single iterate
no matter which starting value x0 ∈ Rd we choose, since

avRd({pi}, {ωi}) =
N∑
i=1

ωipi = x0 +
N∑
i=1

ωi(pi − x0).

For our Algorithm on a general manifold we will thus use tk = 1 as well:

Algorithm 3.6 Gradient Descent for Riemannian Averages

Input: A set of sample points {pi}Ni=1 ∈M, weights {ωi}Ni=1 ∈ R such that
∑N

i=1 ωi = 1
and a starting value x0 ∈M.

Output: A sequence of iterates {xk}k.
1: for k = 0, 1, 2, . . . do
2: xk+1 = expxk(

∑N
i=1 ωi logxk(pi));

3: end for

3.1. An Application of Riemannian Averages

One of the most common and interesting applications of Riemannian averages can be
found when interpolating functions f : R → M. The idea of how to tackle such a
problem arises from the special case whereM = Rd and therefore it makes sense to first
take a look at the Euclidean case. In order to build a formalism that can be generalized
to non-linear manifolds we first define a few concepts. We will follow Grohs [8] in this
section.

Definition 3.7. For f : R → Rd, ` ∈ N0 and h > 0 we recursively define the `-th order
forward difference with step-width h by

∆0
hf(x) := f(x), ∆`

hf(x) := ∆`−1
h f(x+ h)−∆`−1

h f(x).

It makes sense to look at small ` ∈ N and f ∈ C∞ in order to get some intuition for this
definition of forward difference. By using Taylor we see

∆hf(x) = f(x+ h)− f(x) = hf ′(x) +O(h2)

∆2
hf(x) = h2f ′′(x) +O(h3)

13



∆n
hf(x) = hnf (n)(x) +O(hn+1),

for n ∈ N. So the forward difference gives us information about the derivatives of a func-
tion f . This allows us to sensibly define α-times continuously differentiable functions,
even if α is not a positive integer.

Definition 3.8. For f : R → Rd and α > 0 we write f ∈ Cα, if f ∈ Cbαc(R,Rd) in the
classical sense and ∥∥∥∥∥∆h

(
d

dx

)bαc
f

∥∥∥∥∥
∞

= O(hα−bαc), h→ 0,

where
‖f‖∞ := sup

x∈Rd
max
i=1,...,d

|fi(x)|

is the sup-norm, fi denotes the i-th component of f and b·c indicates the floor function.

It is important to note that this is a well-defined notion in the sense that if α is a positive
integer we recover the classical definition of being α-times continuously differentiable
from it.

We will denote the space of polynomials of degree at most n ∈ N0 by Pn. To have a
well-defined interpolation problem it will be useful to consider functions ϕ : R → R,
which satisfy the following constraints. For n ∈ N0 and β > 0 we have

i) ϕ is compactly supported.

ii) ϕ is exact on Pn, i.e. for all pn ∈ Pn∑
i∈Z

pn(i)ϕ(x− i) = pn(x),

for arbitrary x ∈ R.

iii) ϕ is β-times continuously differentiable.

Note that the second constraint forces ϕ to be a partition of unity, in the sense that∑
i∈Z

ϕ(x− i) = 1,

for all x ∈ R. One can see this if one notices that n must be at least zero and that
therefore ϕ will be exact on constant polynomials.

Using such a function ϕ we define a linear finite element space by

Vh(ϕ) :=

{∑
i∈Z

aiϕ
( ·
h
− i
)∣∣∣∣∣ (ai)i∈Z ∈ `∞(Z)

}
.

Now we can try to interpolate a function f ∈ Cα using such a finite element space. The
most common way of doing this is by using the interpolation operator in the following
definition.

14



Definition 3.9. For ϕ : R→ R we define the interpolation operator Ih : C0 → Vh(ϕ) by

Ih[f ](x) :=
∑
i∈Z

f(hi)ϕ
(x
h
− i
)
, x ∈ R,

for f ∈ C0.

This definition of the operator is indeed a good way of interpolating as one can see when
considering the following theorem.

Theorem 3.10. Let ϕ be compactly supported, exact on polynomials of degree n ∈ N0

and β-times continuously differentiable for some β > 0. Let furthermore f ∈ Cα for
some 0 < α < n. Then for Ih as in Definition 3.9 and ` ∈ N0 with ` < α and ` < β we
have ∥∥∥∥∥

(
d

dx

)`
(f − Ih[f ])

∥∥∥∥∥
∞

= O(hα−`).

A proof of the above theorem can be found in Chui [7]. To make this set-up a bit more
palpable we will take a look at a very easy example. We want this example to have
at least a few nice properties so we have to impose some very mild restrictions on our
choice of ϕ. So let us try to find some ϕ : R→ R that is compactly supported, exact on
linear polynomials and continuous. A nice ansatz for such a function is the linear hat
function given by

Λ(x) := (1 + x)χ[−1,0] + (1− x)χ[0,1],

where χI denotes the indicator function of the set I ⊂ R. Now Λ is certainly continuous
and compactly supported. It is also exact on all linear polynomials. To see the latter note
that for any f ∈ Cα, I1[f ](x) :=

∑
f(i)Λ (x− i) is piecewise linear. In particular it is

linear on all the intervals [j, j+1], j ∈ Z. Therefore I1[f ]|[j,j+1] is completely determined
by the values it attains at j and j+ 1. For general f this is only mildly interesting but if
we are considering a fixed p1 ∈ P1 we note that p1|[j,j+1] is also completely determined
by the values it attains at j and j + 1. Hence calculating

I1[p1](j) =
∑
i∈Z

p1(i)Λ (j − i) = p1(j),

is enough to show that Λ is exact on linear polynomials, since it implies that I1[p1]|[j,j+1] ≡
p1|[j,j+1] for all j ∈ Z and therefore I1[p1] ≡ p1.

If we now try to use Theorem 3.10 we run into trouble, since it only gives us a statement
for the `-th derivative of the interpolation error, where ` < β. Until now we have only
seen that Λ is continuous, which amounts to β = 0 and does not allow us to use the
theorem. Luckily we can show that Λ ∈ Cε, where 0 < ε < 1. To do so we note that

‖∆hΛ‖∞ = sup
x∈R
|Λ(x+ h)− Λ(x)| = h = O(hε),
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for all 0 < ε ≤ 1. Hence by using Theorem 3.10 we get that for all f ∈ Cα, with 0 < α < 1
it holds that

‖f − Ih[f ]‖∞ = O(hα).

Since α is strictly bigger than zero we get some decay in h and therefore Ih[f ] will
eventually be close to f when we make h very small.

Now that we have gained some intuition for the problem of interpolating functions in
Euclidean space we can try to interpolate manifold valued functions f : R → M. The
main idea here is to see that for M = Rd the sum

Ih[f ](x) =
∑
i∈Z

f(hi)ϕ
(x
h
− i
)
, x ∈ R

can be regarded as a weighted average with points pi := f(hi) and weights ωi :=
ϕ
(
x
h − i

)
. Note that we have

∑N
i=1 ωi = 1, since ϕ is a partition of unity as remarked

before and that we only have finitely many weights ωi, since ϕ is compactly supported.
The Riemannian average allows us to generalize the concept of weighted sums in Eu-
clidean space to Riemannian manifolds (M, g). Hence we can define nonlinear finite
elements on a manifolds M by

VMh (ϕ) :=
{

avM

(
{ai},

{
ϕ
( ·
h
− i
)})∣∣∣ if the average is well-defined.

}
,

which is a generalization of the linear finite element spaces.

Definition 3.11. For ϕ : R → R we define the interpolation operator IMh : C0(R,M) →
VMh (ϕ) by

IMh [f ](x) := avM

(
{f(hi)},

{
ϕ
(x
h
− i
)})

, x ∈ R,

for f ∈ C0(R,M) whenever the average is defined.

Using this definition and the linear hat function investigated before we get an operator
on manifold valued functions that returns a piecewise geodesic interpolation. One can
see this by considering that the support of Λ is strictly contained in [−1, 1] and that
therefore the average in above definition is taken over two points on the manifold at
most.

As remarked upon in the definition the well-definedness of the operator IMh might be a
problem. We will give a formal argument for why this will not be an issue, if we choose
x ∈ R before choosing h > 0. From Theorem 3.3 we know that the Riemannian average
is well-defined on sufficiently nice manifolds when all the points pi are sufficiently close
together (say ε-close together for some ε > 0 small). In the above definition we are
working with the points f(hi) for i ∈ Z and the index set being the integers seems to
destroy all our hopes of those points being ε-close together. If ϕ is compactly supported,
however, almost all weights ϕ

(
x
h − i

)
will be zero, which allows us to neglect almost all
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points (namely the ones that are weighted with zero weight). Since f will be (at least)
continuous we can find a δ > 0 such that

|x− y| < δ ⇒ d(f(x), f(y)) < ε,

for all x, y ∈ R. Since we are furthermore dealing with finitely many points we can use
h0 > 0 very small in order to get

sup
i,j∈Mh0

h0|i− j| < δ

with Mh := {i ∈ Z|xh − i ∈ suppϕ}. By these considerations IMh [f ](x) will be well-
defined for all 0 < h ≤ h0. So in conclusion we see that for any f ∈ C0(R,M) and x ∈ R
the interpolation operator from Definition 3.11 will be well-defined as long as we make
h small enough.

Similar to the Euclidean case one can formulate and prove a theorem that gives an
estimate on the approximation rate of our interpolation operator. To do so we need
to define that f ∈ Cα(R,M) for some α > 0, if ψ ◦ f ∈ Cα(R,Rd), for all charts
ψ :M→ Rd.

Theorem 3.12 (Grohs [8]). Let ϕ : R→ R be compactly supported, exact on polynomials
of degree n ∈ N0 and β-times continuously differentiable for some β > 0. Let furthermore
f ∈ Cα(R,M) for some 0 < α, which satisfies α < n and α < β. Then for Ih as in
Definition 3.11, ` ∈ N0 with ` < α and for any chart ψ :M→ Rd we have∥∥∥∥∥

(
d

dx

)`
(ψ ◦ f − ψ ◦ IMh [f ])

∥∥∥∥∥
∞

= O(hα−`).
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4. Convergence Analysis

4.1. Boundedness of Iterates

We have seen in Theorem 3.3 that the Riemannian average exists, if the points pi are
close together. Specifically we use a ball Bρ(p) around some p ∈ M in which all the pi
must be localized. A natural question arising from this is whether the iterates of our
gradient descent algorithm (as proposed in Algorithm 3.6) are also in some ball around
p, if the starting point x0 is in said ball. The answer to this question is positive, as we
are going to prove in this section.

To make the formulation of the statements a bit shorter we will work with the following
assumption repeatedly throughout this section.

Assumption 4.1. Assume we are working with a complete Riemannian manifold (M, g),
points {pi}Ni=1 ∈M, weights {ωi}Ni=1 ∈ R with

∑N
i=1 ωi = 1 and a starting point x0 ∈M,

such that for some ρ > 0, Bρ(x0) is a convex ball containing all the points pi. Assume
furthermore that if the sectional curvatures inside Bρ(x0) are bounded from above by

∆ > 0 then 2ρ < 1
2π∆−

1
2 .

These assumptions imply by Theorem 3.3 that the Riemannian average exists uniquely,
even though it might be outside of Bρ(x0) if the weights are negative (Note that in this
case we can not hope for all the iterates to be inside of Bρ(x0)). To further shorten the
notation in this chapter we will denote the Riemannian average by

x? = avM({pi}, {ωi}).

Now we can state a first lemma.

Lemma 4.2. Under the Assumption 4.1 we have

sup
i=1,...,N

d(pi, x?)
2 ≤ 5ρ2

N∑
j=1

max(ωj , 0) + 4ρ

N∑
j=1

|ωj |d(pj , x?).

Furthermore it holds that
d(pi, x?) >{ωj} ρ,

for all i = 1, . . . , N . Here A >k B signifies that A is smaller than B up to a constant
depending on the quantity k.
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Proof. For some fixed i ∈ {1, . . . , N} we have

d(pi, x?)
2 =

N∑
j=1

ωjd(pi, x?)
2 ≤

N∑
j=1

ωj(d(pi, pj) + sign(ωj)d(pj , x?))
2,

which follows from the triangle inequality for ωj ≥ 0 and from the reverse triangle
inequality for ωj < 0. Now we use the fact that the Riemannian average minimizes∑N

j=1 ωjd(pj , p) to show

N∑
j=1

ωjd(pi, pj)
2 + 2|ωj |d(pi, pj)d(pj , x?) + ωjd(pj , x?)

2

≤
N∑
j=1

4ρ2 max(ωj , 0) + 4ρ|ωj |d(pj , x?) + ωjd(pj , x0)
2

≤
N∑
j=1

5ρ2 max(ωj , 0) + 4ρ|ωj |d(pj , x?),

which proves the first part of the lemma. For the second part we observe that the above
inequality implies(

sup
i=1,...,N

d(pi, x?)

)2

≤ 5ρ2
N∑
j=1

max(ωj , 0) + 4ρ
N∑
j=1

|ωj | sup
i=1,...,N

d(pi, x?).

Hence it follows by the quadratic formula that

sup
i=1,...,N

d(pi, x?) ≤
1

2

4ρ

N∑
j=1

|ωj |+

√√√√√16ρ2

 N∑
j=1

|ωj |

2

+ 20ρ2
N∑
j=1

max(ωj , 0)



≤ 2

 N∑
j=1

|ωj |+

√√√√√
 N∑
j=1

|ωj |

2

+
5

4

N∑
j=1

max(ωj , 0)

 ρ,

which proves the claim.

Note that under the assumption that all our weights are nonnegative, i.e. ωi ≥ 0, for
all i = 1, . . . , N , the constant in the estimate above will lose its dependency on {ωi}.
Specifically we get

sup
i=1,...,N

d(pi, x?) ≤ 2

(
1 +

3

2

)
ρ = 5ρ.
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So we know that the Riemannian average cannot be too far away from our points pi as
we would expect. We can also investigate how far the weighted sum

x′ :=
N∑
i=1

ωipi ∈ Rd

is away from x?, but in order to do so we need the following lemma.

Lemma 4.3. Let (M, g) be a complete Riemannian submanifold of Rd, then∥∥q − p− logp(q)
∥∥ >M d(p, q)2,

for all p, q ∈M, such that the logarithm is well-defined.

Proof. Consider the geodesic γ : [0, 1]→M with γ(0) = p and γ(1) = q given by

γ(t) := expp(t logp(q)).

Then using Proposition 2.23, the fact that geodesics have constant velocity vector (see
Remark 2.18 iii)) and that d expp(0p) = idTpM as proven in Section 2.1 we see

d(p, q) =
∥∥logp(q)

∥∥ = ‖γ̇(0)‖ = ‖γ̇(t)‖ ,

for all t ∈ [0, 1]. Now by using the fundamental theorem of calculus twice we get

∥∥q − p− logp(q)
∥∥ = ‖γ(1)− γ(0)− γ̇(0)‖ =

∥∥∥∥∫ 1

0
γ̇(t)dt− γ̇(0)

∥∥∥∥
=

∥∥∥∥∫ 1

0
γ̇(t)− γ̇(0)dt

∥∥∥∥ =

∥∥∥∥∫ 1

0

∫ t

0
γ̈(ξ)dξdt

∥∥∥∥
≤
∫ 1

0

∫ t

0
‖γ̈(ξ)‖ dξdt >M

∫ 1

0

∫ t

0
‖γ̇(ξ)‖2 dξdt

=

∫ 1

0
td(p, q)2dt =

1

2
d(p, q)2,

where we used the Lemma A.6 in Appendix A. This proves the claim.

Corollary 4.4. Let (M, g) be a submanifold of Rd that satisfies the Assumption 4.1, then∥∥x? − x′∥∥ >M,{ωi} ρ
2.

Proof. Note first that for all p, q ∈ Bρ(x0) we have by Lemma 4.3 that
∥∥q − p− logp(q)

∥∥ >M
d(p, q)2. Hence we can compute directly

∥∥x? − x′∥∥ =

∥∥∥∥∥x? −
N∑
i=1

ωipi

∥∥∥∥∥ =

∥∥∥∥∥
N∑
i=1

ωi(x? − pi)

∥∥∥∥∥
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=

∥∥∥∥∥
N∑
i=1

ωi(x? − pi + logx?(pi))−
N∑
i=1

ωi logx?(pi)

∥∥∥∥∥ .
By definition of the Riemannian average the second term vanishes and using the triangle
inequality and Lemma 4.2 we get

≤
N∑
i=1

|ωi|
∥∥pi − x? − logx?(pi)

∥∥ >M
N∑
i=1

|ωi|d(pi, x?)
2

>{ωi}
N∑
i=1

|ωi|ρ2,

which proves the claim.

So the weighted sum x′ is close to the Riemannian average too as one would expect.
We can furthermore prove that the iterates of our gradient descent algorithm are close
to the weighted sum in a certain sense. The following corollary to Lemma 4.3 will be
helpful in doing so.

Corollary 4.5. Let (M, g) be a complete Riemannian submanifold of Rd, then∥∥p+X − expp(X)
∥∥ >M ‖X‖2 ,

for all p ∈M and X ∈ TpM.

Proof. Consider the geodesic γ : [0, 1] → M with γ(0) = p, γ̇(0) = X and γ(1) =
expp(X), which exists by the definition of the exponential map. Since∥∥p+X − expp(X)

∥∥ = ‖γ(0) + γ̇(0)− γ(1)‖

and
d(p, expp(X)) =

∥∥logp(expp(X))
∥∥ = ‖X‖ ,

by Proposition 2.23, the proof of this lemma reduces to showing

‖γ(1)− γ(0)− γ̇(0)‖ >M d(p, expp(X))2.

But this is exactly what was shown in the proof of Lemma 4.3 and thus the claim
follows.

From this we can deduce that if all the assumptions from Corollary 4.4 hold the iterates
{xk} will never be too far away from x′.

Lemma 4.6. Let (M, g) be a submanifold of Rd that satisfies the Assumption 4.1, then∥∥xk+1 − x′
∥∥ >M,{ωi} sup

i=1,...,N
d(pi, xk)

2,

for all k ∈ N, such that xk is close enough to the points pi for the logarithm map to be
defined.
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Proof. Consider some fixed k ∈ N

xk+1 = expxk

(
N∑
i=1

ωi logxk(pi)

)
= xk +

N∑
i=1

ωi logxk(pi) +O

∥∥∥∥∥
N∑
i=1

ωi logxk(pi)

∥∥∥∥∥
2


= xk +
N∑
i=1

ωi(pi − xk +O(d(pi, xk)
2)) +O

( N∑
i=1

|ωi|
∥∥logxk(pi)

∥∥)2


=

N∑
i=1

ωi(pi − xk + xk) +O

(
sup

i=1,...,N
d(pi, xk)

2

)
= x′ +O

(
sup

i=1,...,N
d(pi, xk)

2

)
,

where we write x = y+O(δ) for x, y ∈ Rd and δ ∈ R, if ‖x− y‖ = O(δ). This concludes
the proof.

While it does not seem easy to prove that all the iterates must be contained in our initial
convex ball Bρ(x0) we can prove something similar by imposing a few more conditions
on our setup.

Theorem 4.7. Under the Assumption 4.1 and requiring that the weights ωi are positive
we have x? ∈ Bρ(x0). We furthermore have that xk ∈ B2ρ(x?) for all k ≥ 0, if ρ > 0
was chosen small enough.

Proof. x? belongs to Bρ(x0) by Theorem 3.3. Hence Bρ(x0) ⊂ B2ρ(x?) and we can
use Lemma 4.6 on the latter, if we choose ρ > 0 small enough, such that B2ρ(x0) is
convex (then the logarithm map will be well-defined for points in B2ρ(x0)). We will
proceed by induction on k after noticing that x0 ∈ B2ρ(x?) by construction. So assume
that xk ∈ B2ρ(x?) and notice by Lemma 4.6 that ‖xk+1 − x′‖ > ρ2. Then we use
Corollary 4.4 together with the triangle inequality to see that ‖xk+1 − x?‖ > ρ2, where
the constant in the estimate does not depend on k. For ρ small enough this implies that
xk+1 ∈ B2ρ(x?). The claim now follows by induction.

This lemma only deals with the case, where ωi > 0 for all i = 1, . . . , N . We can however
deduce a statement for possibly negative weights in a similar way. The only thing we
need to change is the radius of the ball around x?. More specifically we have that for
negative weights x? ∈ Bρ(x0) and thus Bρ(x0) ⊂ B2ρ(x?) breaks down, but if we find
` ∈ N big enough such that Bρ(x0) ⊂ B`ρ(x?) then we can simply repeat the above proof
for this ball to see that xk ∈ B`ρ(x?) for all k ≥ 0, if ρ > 0 was chosen small enough.

Remark 4.8. We will finish this section by noting that Lemma 4.3 gives us a neat way
of estimating the Riemannian distance on a submanifold of Rd with the 2-norm of Rd
and vice versa. More precisely the following holds:
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Corollary 4.9. Let (M, g) be a complete Riemannian submanifold of Rd, then

‖p− q‖ = d(p, q) +O(d(p, q)2),

for all p, q ∈M.

Proof. By Lemma 4.3 we know that∥∥q − p− logp(q)
∥∥ = O(d(p, q)2),

and therefore we conclude by using the reverse triangle inequality and Proposition 2.23
that

‖p− q‖ = d(p, q) +O(d(p, q)2).

4.2. Quadratic Decay of the Convergence Rate

Another interesting question is whether Algorithm 3.6 is well-defined in the sense that
the iterates converge towards a critical point of our cost function

f(p) =
1

2

N∑
i=1

ωid(p, pi)
2.

Looking at this question in full generality might cause some problems. Remember for
instance that for two equally weighted antipodal points on the sphere the Riemannian
average is a great circle and thus not well-defined. Even though in this case the algorithm
will still converge towards a critical point of our cost function and the procedure does
not completely break down, we want to restrict to cases where the Riemannian average
is well-defined. Another problem we might run into is that the injectivity radius of our
manifold is too small to consider the logarithm of several pairs of points scattered all
over said manifold. In the spirit of the preceding section we avoid these issues by looking
at the whole question more locally.

To prove such a local convergence theorem we first need to introduce linear convergence
on manifolds.

Definition 4.10. A sequence {xk}k ∈M is said to converge linearly to a point x? ∈M,
if there exists C ∈ (0, 1) and K ∈ N, such that for all k ≥ K

d(xk+1, x?) ≤ Cd(xk, x?).

We will furthermore call

C := lim sup
k→∞

d(xk+1, x?)

d(xk, x?)

the linear convergence rate.
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This definition allows us to state our main result, which does not only prove that the it-
erates converge towards the Riemannian average but also gives us a bit more information
about how the convergence factor is behaved for localized data.

Theorem 4.11. Consider a complete Riemannian manifold (M, g), points {pi}Ni=1 ∈M
and weights {ωi}Ni=1 ∈ R with

∑N
i=1 ωi = 1 and ωi > 0 for i = 1, . . . , N . Consider

furthermore a starting point x0 ∈ M, such that Bρ(x0) contains all the points pi for
ρ > 0 and has bounded sectional curvatures. Then the iterates generated by Algorithm
3.6 converge linearly to the Riemannian average with linear convergence rate C = O(ρ2),
for ρ > 0 small enough.

The constant implicitly contained in the big-O notation depends on the bounds of the
sectional curvatures close to x?. In order to prove this we need a few results from [3].

Lemma 4.12 (Karcher [3]). Under the assumptions stated in Theorem 4.11, assuming
furthermore that Bρ(x0) is convex and that if the sectional curvatures in Bρ(x0) are

bounded from above by ∆ > 0 then 2ρ < 1
2π∆−

1
2 we denote by x? = avM({pi}, {ωi}) ∈M

the Riemannian average, which exists by Theorem 3.3.

i) Let ∆ be an upper bound for the sectional curvatures in Bρ(x0). For every q ∈
Bρ(x0) we have

‖gradf(q)‖ ≥ d(q, x?)(1− c(∆)ρ2),

where c(∆) ∈ R is a constant depending on ∆.

ii) Let δ be a lower curvature bound in Bρ(x0). Then for every q ∈ Bρ(x0) we have

‖gradf(q)‖ ≤ d(q, x?)(1 + c(δ,∆)ρ2),

where c(δ,∆) ∈ R is a constant depending on δ and ∆.

iii) If we set γ(t) := expq(−tgradf(q)) then

‖gradf(γ(1))‖ ≤ c(δ,∆)ρ2 ‖gradf(q)‖ ,

where c(δ,∆) ∈ R is a constant depending on δ and ∆.

The proof of Theorem 4.11 now follows more or less directly from this lemma.

Proof. By making ρ > 0 sufficiently small we ascertain that Bρ(x0) is a convex ball
and that if the sectional curvatures in Bρ(x0) are bounded from above by ∆ > 0 then

2ρ < 1
2π∆−

1
2 . Hence we have by Theorem 3.3 that the Riemannian average x? exists

uniquely in Bρ(x0) and we have by Theorem 4.7 that xk ∈ B2ρ(x?) for k ≥ 0. Now we
want to use Lemma 4.12 to get information about the convergence rate. We will do this
by making ρ > 0 possibly smaller in order for B2ρ(x?) to be convex and to justify that if
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the sectional curvatures in B2ρ(x?) are bounded from above by ∆̃ > 0 then 4ρ < 1
2π∆̃−

1
2 .

Now we can use the statements from the lemma on any point contained in B2ρ(x?), hence

d(xk, x?)(1− cρ2) ≤ ‖gradf(xk)‖ ≤ d(xk, x?)(1 + cρ2),

from parts i) and ii) of Lemma 4.12. From part iii) of the lemma with q = xk we
conclude that γ(1) = xk+1 and hence

‖gradf(xk+1)‖ ≤ cρ2 ‖gradf(xk)‖ .

Therefore putting these two facts together

d(xk+1, x?) ≤
1

(1− cρ2)
‖gradf(xk+1)‖ ≤

cρ2

1− cρ2
‖gradf(xk)‖

≤ cρ2

1− cρ2
(1 + cρ2)d(xk, x?) = O(ρ2)d(xk, x?),

which gives us the desired statement, when making ρ > 0 possibly smaller.

Remark 4.13. Karcher notes in [3] that if one makes the convex ball Bρ(x0) small enough
one could allow negative weights and still recover unique existence of x? and the estimates
in Lemma 4.12. Similarly we noted that if we use negative weights we could get a similar
statement to Theorem 4.7 by making ρ small enough. If we put these things together we
note that even for negative weights we recover some instance of Theorem 4.11.
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5. Numerical Experiments

We want to take a look at three examples of manifolds on which one uses gradient
descent for Riemannian averages quite frequently. Those three examples are Sn, SPD(n)
and SO(n) or in words the n-dimensional unit sphere, the symmetric positive definite
matrices and the special orthogonal group. The goal of this chapter is to investigate for
those three examples whether the quadratic decay of the convergence rate established
in Theorem 4.11 can be observed in practice. To do so we implement gradient descent
methods for all three of them and plot the convergence factor against the radius of the
convex ball in which the points pi are situated.

5.1. Experiments on the n-dimensional Unit Sphere

As one can readily check the exponential map on the unit sphere Sn is given by

expp(X) =

{
cos(‖X‖)p+

sin(‖X‖)
‖X‖ X if X 6= 0p

p else,

where p ∈ Sn and X ∈ TpSn ' Rn−1. Furthermore the logarithm map is given by

logp(q) =


arccos(〈p,q〉)√

1−〈p,q〉2
(q − 〈p, q〉p) if p 6= q

0p else,

where p, q ∈ Sn. From this and Proposition 2.23 we can deduce that the metric on Sn
is given by

d(p, q) =
∥∥logp(q)

∥∥ = arccos(〈p, q〉)
‖q − 〈p, q〉p‖√

1− 〈p, q〉2
= arccos(〈p, q〉),

for p 6= q. Unfortunately arccos(〈p, q〉) is badly conditioned, when 〈p, q〉 is close to 1. To
resolve this issue we will use the Euclidean norm as a means to measure convergence.
This does not change the convergence rate we will be observing, since by Corollary 4.9
we have ‖xk − x?‖ = d(xk, x?) +O(d(xk, x?)

2), for all k ∈ N0. Therefore

lim sup
k→∞

d(xk+1, x?)

d(xk, x?)
= lim sup

k→∞

‖xk+1 − x?‖
‖xk − x?‖

(for an explanation of this fact see Corollary A.5).
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Using these considerations we are now ready to implement a gradient descent algorithm.
Since the algorithms for the three manifolds Sn, SPD(n) and SO(n) have a similar
setup we will describe the procedure we implemented only once and refer back to this
description later on in the thesis. All the programs have four input values h0, N, Nnodes
and n.

• h0 specifies the radius of an initial ball Bh0(p̃) around some point p̃ ∈M in which
all the points {pi} will be contained. In the case of the sphere we set p̃ to be the
north-pole. In the other two cases of SPD(n) and SO(n) we set p̃ to be the identity
matrix.

• N specifies the number of times we restart the calculation for different radii ρ > 0.
More specifically we calculate the convergence rate Ck for points {pi} scattered
in Bρk(p̃), where ρk = h0

2k
and k = 0, . . . , N. In the end we will then plot the Ck

against the ρk in a logarithmic plot.

• Nnodes specifies the number of points we are using in each instance of the gradient
descent algorithm. More precisely we are working with randomly generated points
{pi}Nnodesi=1 ∈M. We will explain shortly how this is put into execution.

• n specifies which manifold we are working with. More specifically we will work
with Sn, SPD(n) and SO(n).

As already stated the procedures calculate the convergence rate Ck for points scattered
in balls Bρk(p̃) of different radii ρk. This is done by calculating the convergence rate for
randomly generated points in Bρk(p̃) 100 times and then taking the worst convergence
rate appearing to be Ck. Using more iterations than 100 does not significantly change
the outcome of the experiments but obviously affects the runtime of the program. The
maximum number of iterations we allow for our gradient descent method is set to 100 and
the tolerance for the absolute error, which is used as a stopping criterion in the gradient
descent iteration, is set to 10−14. One has to be very careful when calculating C, since the
errors d(x`, x?), where x` denotes an iterate of the gradient descent algorithm, become
small very quickly. If one chooses initial data, such that the method returns an iterate
x` with d(x`, x?) < 10−12 in the first gradient descent step then the experimental values
for C might be close to 1. We can only witness quadratic decay of the convergence rate
well away from MATLAB’s floating point accuracy eps = 2.2204× 10−16.

We generate the weights by using MATLAB’s command rand to initialize a random
vector of length Nnodes and then normalizing, such that

∑Nnodes
i=1 ωi = 1. In this way all

the generated weights will be positive. The construction of the nodes is done randomly
as well and works slightly different for the three instances of gradient descent we imple-
mented. Therefore we will explain how the nodes for Sn are generated here and refer
the reader to the respective sections for the construction of the nodes for SPD(n) and
SO(n). The idea in all three cases is to utilize the tangent space at the point p̃ in order
to generate the nodes. For Sn the tangent space at the north-pole is given by Rn and
thus we generate a random vector in Rn by using the MATLAB command rand. Then
we scale the vector by the radius ρ and the square root of the dimension

√
n and move
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Figure 5.1.: h0 = 1, N = 5, Nnodes = 10
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Figure 5.2.: h0 = 1, N = 5, n = 2

it to Sn by using the exponential map at the north-pole. By Proposition 2.23 this way
of constructing the points ensures that all of them are contained in a ball of radius ρ.
One final noteworthy remark is that points constructed in this way will not be uniformly
distributed in Bρ(p̃). Our code is supplied in the Appendix in Listing B.1.

Following the procedure described above we plotted the rates Ck depending on the radii
ρk. The values for the four input parameters are specified in the figures. We observe
that the convergence rate decays approximately quadratically just like expected from
Theorem 4.11. Specifically the experimental convergence rates are 1.996, 2.036, 2.019
and 1.996 in Figure 5.1 and 1.927, 2.048, 2.018 and 2.020 in Figure 5.2. It is also
interesting to observe that the convergence rate seems to be independent on the choice
of dimension n and the choice of number of points Nnodes. In B1(p̃), where p̃ denotes
the north pole we observe a rate of approximately 0.1.

5.2. Experiments on the Symmetric Positive Definite
Matrices

On the symmetric positive definite matrices SPD(n) the exponential map is given by

expA(X) = A
1
2 exp

(
A−

1
2XA−

1
2

)
A

1
2 ,

where A ∈ SPD(n), X ∈ TASPD(n) is a symmetric matrix and exp denotes the matrix
exponential. Furthermore the logarithm map is given by

logA(B) = A
1
2 log

(
A−

1
2BA−

1
2

)
A

1
2 ,

where A,B ∈ SPD(n) and log denotes the matrix logarithm. Similar to the calculation
for the unit spheres we can deduce that the metric on SPD(n) is given by

d(A,B) = ‖logA(B)‖F =
∥∥∥log

(
A−

1
2BA−

1
2

)∥∥∥
F
,
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Figure 5.3.: h0 = 1, N = 5, Nnodes = 10
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Figure 5.4.: h0 = 1, N = 5, n = 3

where ‖·‖F is the Frobenius norm for matrices. Using these three expressions one can
implement a gradient descent algorithm on the symmetric positive definite matrices and
plot the convergence rate.

For the construction of the points we use that the tangent space at the identity of SPD(n)
is given by the symmetric matrices. We then generate a random n× n matrix by using
the MATLAB command rand and make it symmetric by adding it to its own transpose.
Then we scale this matrix using its norm, the radius ρ and the dimension n and move
it to the manifold by using the exponential map at the identity. Again by Proposition
2.23 we conclude that points generated in this way are contained in the ball of radius ρ.
Similar to the situation on Sn this procedure does not construct uniformly distributed
points. Our code is supplied in the Appendix in Listing B.2.

The values of the four input parameters are specified in the figures. We observe in both
figures approximately quadratic decay of the convergence rate as expected from Theorem
4.11. More precisely the witnessed converge rates are 1.999, 2.003 and 2.003 in Figure
5.3 and 2.031, 2.048 and 1.982 in Figure 5.4.

5.3. Experiments on the Special Orthogonal Group

For the special orthogonal group SO(n) the exponential map is given by

expA(X) = A exp
(
A>X

)
,

where A ∈ SO(n), B ∈ TASO(n) is a skew-symmetric matrix with zero trace. Further-
more the logarithm map is given by

logA(B) = A log
(
A>B

)
,
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Figure 5.5.: h0 = 1, N = 5, Nnodes = 10
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Figure 5.6.: h0 = 1, N = 5, n = 5

where A,B ∈ SO(n). Since the Frobenius norm is invariant under multiplication by
orthogonal matrices we can deduce that the Riemannian metric on SO(n) is given by

d(A,B) = ‖logA(B)‖F =
∥∥∥log

(
A>B

)∥∥∥
F
.

Using these three expressions one can implement a gradient descent algorithm on the
special orthogonal group and plot the convergence rate.

For the construction of the points we use that the tangent space at the identity of SO(n)
is given by the skew-symmetric matrices. To build such matrices we generate a random
n× n matrix by using the MATLAB command rand. Then we make it skew-symmetric
by subtracting its own transpose from it. Thereafter we scale the matrix by using its
norm, the factor ρ and the dimension n and transfer it to the manifold by applying
the exponential map at the identity. By using Proposition 2.23 we conclude that points
generated in this way will be contained in a ball of radius ρ. Again we remark that these
points are not uniformly distributed. Our code is supplied in the Appendix in Listing
B.3.

The values of the four input parameters are specified in the figures. We observe in both
figures approximately quadratic decay of the convergence rate as expected from Theorem
4.11. More precisely the witnessed converge rates are 1.981, 1.979 and 1.999 in Figure
5.3 and 2.044, 1.983 and 2.018 in Figure 5.4.
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6. Conclusion and Open Problems

We managed to prove that on a sufficiently nice Riemannian manifold (M, g) the Algo-
rithm 3.6 converges linearly towards a critical point of the cost function

f(p) :=

N∑
i=1

ωid(p, pi)
2,

as long as we choose positive weights ωi such that
∑N

i=1 ωi = 1 and points pi that are in
a sufficiently small convex ball B. Furthermore we showed that if the convex ball B has
radius ρ > 0 the convergence rate of our gradient descent algorithm behaves like O(ρ2).
(For the precise statement see Theorem 4.11.)

We also proved that the iterates of Algorithm 3.6 must be close to the Riemannian
average, if we are in a setting that resembles the one above (see Theorem 4.7). It might
be interesting to prove a similar statement by strengthening other assumptions than we
did. For instance by using a step-size control as proposed in Chapter 4 of [1] or in Afsari
et al. [10]. Specifically it would be interesting to see, whether the iterates can be proven
to be contained in B under sufficiently strong conditions.

We furthermore implemented three instances of gradient descent for Riemannian aver-
ages (on Sn, on SPD(n) and on SO(n)) to test our theoretical findings. The implemen-
tations seem to confirm the quadratic decay of the convergence rate in dependence on
the size of the ball B.

One final interesting open problem is to find an explicit bound on the convergence rate
of our algorithm, for instance by specifying the constant that is hidden inside the big-O
notation in Theorem 4.11. One way of doing this could be to investigate the statements
proven by Karcher in [3] a bit more closely and calculate what constants come out of
these estimates.
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A. Additional Proofs

Lemma A.1. Consider an affine connection ∇ : X(M) × X(M) → X(M), two vector
fields X,Y ∈ X(M) and a point p ∈M. Let furthermore two vector fields X̃, Ỹ ∈ X(M)
be given with X = X̃ and Y = Ỹ on any neighbourhood of p. It holds that ∇XY (p) =
∇X̃ Ỹ (p).

Proof. Assume in a first step that Y = Ỹ on some neighbourhood U ⊂M of p. We will
use a smooth bump function ϕ ∈ C∞(M) with suppϕ ⊂ U and ϕ(1) = p. For this ϕ we
evidently have ϕ(Y − Ỹ ) = 0 and therefore by part iii) of Definition 2.10 we get

0 = ∇X(ϕ(Y − Ỹ )) = (Xϕ)(Y − Ỹ ) + ϕ∇X(Y − Ỹ ).

Since Y − Ỹ is zero on the support of ϕ the first term vanishes and thus

0 = ϕ(p)∇X(Y − Ỹ )(p) = ∇X(Y − Ỹ )(p),

which is exactly what we wanted to prove by R-linearity of the connection.

For the second step we assume that X = X̃ on some neighbourhood V ⊂ M of p.
This time we use ψ ∈ C∞(M) with suppψ ⊂ V and ψ(p) = 1. Then similar as before
ψ(X − X̃) = 0 and hence by part i) of Definition 2.10

0 = ∇ψ(X−X̃)Y (p) = ψ(p)∇X−X̃Y (p) = ∇X−X̃Y (p),

which again gives us exactly what we wanted by the R-linearity of the connection.

In conclusion we have using those two steps that ∇XY (p) = ∇X Ỹ (p) = ∇X̃ Ỹ (p) just as
claimed.

Corollary A.2. Consider an affine connection ∇ : X(M) × X(M) → X(M), two vector
fields X,Y ∈ X(M) and a point p ∈M. Let furthermore X̃ ∈ X(M) with X(p) = X̃(p)
be given. It holds that ∇XY (p) = ∇X̃Y (p).

Proof. In Lemma A.1 we have seen that ∇XY (p) only depends on the values X and Y
attain close to p, hence we can use a chart ψ : U ⊂M→ Rd with p ∈ U to rewrite

∇X−X̃Y (p) = ∇(Xi−X̃i)∂i
Y (p) = (Xi(p)− X̃i(p))∇∂iY (p) = 0,

where X = Xi∂i and X̃ = X̃i∂i with respect to the coordinates given by the chart ψ.

32



Proposition A.3. Remember the cost function f(p) =
∑
ωid(p, pi)

2 for given points
{pi}Ni=1 ∈M and weights ωi ∈ R with

∑
ωi = 1. The gradient of f is given by

gradf(p) = −
N∑
i=1

ωi logp(pi),

if all the points {pi}Ni=1 and p ∈ M are assumed to be close enough together, such that
the logarithm is defined.

Proof. By Nash’s embedding theorem we can restrict to the case whereM is a manifold
embedded in Rd.

Fix some i ∈ {1, . . . , N} and consider an arbitrary smooth curve γ : (−ε, ε)→M, such
that γ(0) = p and d(pi, γ(t)) < ipi(M) for all t ∈ (−ε, ε). Now define

γi(s, t) := exppi(s logpi(γ(t))).

It is easily seen that γi is a geodesic for any fixed t ∈ (−ε, ε) by considering

γi(s, t) = exppi(s logpi(γ(t))) = γs logpi (γ(t))
(1) = γlogpi (γ(t))

(s).

Therefore using Facts iii) and iv) from Remark 2.18, γi(0, t) = pi and γi(1, t) = γ(t) we
get

d

dt
d(pi, γ(t))2 =

d

dt
(L(γi(·, t)))2 =

d

dt

∫ 1

0

〈
∂

∂s

∣∣∣∣
ξ

γi(s, t),
∂

∂s

∣∣∣∣
ξ

γi(s, t)

〉 1
2

dξ

2

iv)
=

∂

∂t

〈
∂

∂s

∣∣∣∣
0

γi(s, t),
∂

∂s

∣∣∣∣
0

γi(s, t)

〉
iv)
=

d

dt

∫ 1

0

〈
∂

∂s

∣∣∣∣
ξ

γi(s, t),
∂

∂s

∣∣∣∣
ξ

γi(s, t)

〉
dξ

=

∫ 1

0

∂

∂t

〈
∂

∂s

∣∣∣∣
ξ

γi(s, t),
∂

∂s

∣∣∣∣
ξ

γi(s, t)

〉
dξ = 2

∫ 1

0

〈
∂

∂t

∂

∂s

∣∣∣∣
ξ

γi(s, t),
∂

∂s

∣∣∣∣
ξ

γi(s, t)

〉
dξ

= 2

∫ 1

0

∂

∂s

∣∣∣∣
ξ

〈
∂

∂t
γi(s, t),

∂

∂s

∣∣∣∣
ξ

γi(s, t)

〉
− 2

〈
∂

∂t
γi(s, t),

∂2

∂s2

∣∣∣∣
ξ

γi(s, t)

〉
dξ

= 2

∫ 1

0

∂

∂s

∣∣∣∣
ξ

〈
∂

∂t
γi(s, t),

∂

∂s

∣∣∣∣
ξ

γi(s, t)

〉
− 2

〈
∂

∂t
γi(s, t),

D

ds

∣∣∣∣
ξ

γi(s, t)︸ ︷︷ ︸
=0

〉
dξ

= 2

〈
d

dt
γi(1, t),

∂

∂s

∣∣∣∣
1

γi(s, t)

〉
− 2

〈
d

dt
γi(0, t)︸ ︷︷ ︸
=0

,
∂

∂s

∣∣∣∣
0

γi(s, t)

〉

= 2
〈
γ̇(t),− logγ(t)(pi)

〉
= −2

〈
logγ(t)(pi), γ̇(t)

〉
.
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Hence we can look at the definition of the gradient and see that for p ∈M and X ∈ TpM

〈gradf(p), X〉 = Xf =
d

dt
f ◦ γ(t) =

d

dt

∣∣∣∣
0

1

2

N∑
i=1

ωid(pi, γ(t))2

=
1

2

N∑
i=1

ωi
d

dt

∣∣∣∣
0

d(pi, γ(t))2 = −

〈
N∑
i=1

ωi logp(pi), X

〉
,

where γ : (−ε, ε)→M is a smooth curve such that γ(0) = p and γ̇(0) = X. This proves
the Proposition.

Proposition A.4. Assume we are given two positive real sequences (ak)k≥0 and (bk)k≥0
with ak, bk → 0 as k → ∞. Assume furthermore that there exists some c, d > 0 and
some K ∈ N such that for all k ≥ K, ak − da2k ≤ bk ≤ ak + ca2k. Then

lim sup
k→∞

ak+1

ak
= lim sup

k→∞

bk+1

bk
,

if lim supk→∞
ak+1

ak
<∞.

Proof. Fix ε > 0 so small that ε < 1
2c . By ak → 0 we can find a K ′ ∈ N, such that

K ′ ≥ K and for all k ≥ K ′ it holds that ak < ε. We have

ak+1

ak
− bk+1

bk
≤ ak+1

ak
−
ak+1 − da2k+1

ak + ca2k
=
akak+1(1 + cak)− akak+1(1− dak+1)

ak(ak + ca2k)

=
cakak+1 + da2k+1

ak + ca2k
=
ak+1

ak

cak + dak+1

1 + cak
<
ak+1

ak
(c+ d)ε.

By lim supk→∞
ak+1

ak
<∞, we know that the fraction

ak+1

ak
can be bounded by a constant

for k big enough and hence we showed
ak+1

ak
≤ bk+1

bk
+ c̃ε. A similar argument shows that

the reverse inequality holds as well and therefore the claim follows.

Corollary A.5. Consider a complete Riemannian submanifold (M, g) of Rd and iterates
{xk}k≥0 such that xk → x? as k →∞ for some x? ∈M. Assume that all the iterates xk
and the limit point x? are sufficiently close together for the logarithm map to be defined.
Then

lim sup
k→∞

d(xk+1 − x?)
d(xk − x?)

= lim sup
k→∞

‖xk+1 − x?‖
‖xk − x?‖

,

if lim supk→∞
d(xk+1−x?)
d(xk−x?) <∞.

Proof. By xk converging to x? we have that ak := d(xk, x?) and bk := ‖xk − x?‖ converge
to zero. By Corollary 4.9 we have that bk = ak +O(a2k) for all k ≥ 0. This implies that
for ak small enough we can find c, d > 0 such that ak − da2k ≤ bk ≤ ak + ca2k. Since ak
converges to zero we can find a K ∈ N such that for all k ≥ K, ak is small enough for
the above to hold and hence we can use Proposition A.4 to conclude the claim.
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Lemma A.6. Let (M, g) be a compact Riemannian submanifold of Rd. Then for any
geodesic γ : I →M, we have that

‖γ̈(t)‖ >M ‖γ̇(t)‖2 ,

for all t ∈ I.

Proof. Remember the gp-orthogonal projection Pp : TpRd → TpM and the unit tangent
space UpM = {X ∈ TpM|‖X‖ = 1} introduced in Chapter 2. Now let γ : I →M be a
geodesic, then we have that γ̇ is a vector field along γ and thus

Pγ(t)γ̇(t) = γ̇(t), ∀ t ∈ I.

This implies by differentiating both sides, using the Einstein summation convention and
relying on the fact we are working in Rd that

γ̈(t) =
d

dt
Pγ(t)γ̇(t) =

(
∂Px
∂xi

∣∣∣∣
γ(t)

γ̇i(t)

)
γ̇(t) + Pγ(t)γ̈(t), ∀ t ∈ I.

So let us note that the second expression on the right hand side is zero by γ being a
geodesic and denote the first expression on the right hand side by DPγ(t)(γ̇(t), γ̇(t)).
Therefore we get by taking norms and using linearity of DPγ(t) that

‖γ̈(t)‖ ≤ sup
X∈Uγ(t)M

∥∥DPγ(t)(X,X)
∥∥ ‖γ̇(t)‖2 .

Hence we can also write

‖γ̈(t)‖ ≤ sup
p∈M

sup
X∈UpM

‖DPp(X,X)‖ ‖γ̇(t)‖2 .

Now since supX∈UpM ‖DPp(X,X)‖ is continuous in p and M is compact we find a
p̃ ∈ M, such that the supremum is attained at p̃. Then we use that ‖DPp̃(X,X)‖ is
continuous in X and that Up̃M is compact to find that this supremum is attained as
well. Hence

‖γ̈(t)‖ >M ‖γ̇(t)‖2 .

Remark A.7. One can proof in a similar fashion that the above also holds when M is
not compact but I is. The constant in the estimate will then also depend on I. We use
this statement in Chapter 4 a few times for I = [0, 1], which obviously allows us to drop
the dependence on I.

35



B. MATLAB Codes

Listing B.1: Gradient Descent for the Unit Sphere

1 function convmaxsph(h0,N,Nnodes ,n)

2 % PRE: h0 > 0, positive integers N,Nnodes and n.

3 % POST: A plot showing the convergence rate of the

4 % gradient descent method with Nnodes points

5 % scattered in the balls of radius h0/2^i, for

6 % i=0,...,N on the sphere of dimension n.

7

8 % Initializing needed data

9 tol = 1e-14; itmax = 100; tic;

10 hh = h0*2.^( -(0:N)); test = 1e2;

11 fprintf(’-----------------------------------------------’)

12 fprintf(’---------- \n Convmaxsph \n-------------’)

13 fprintf(’-------------------------------------------- \n’)

14

15 C = zeros(N+1,1);

16 for i = 0:N

17 Cold = 0;

18 for ii = 1:test

19 % Creating nodes and weights

20 nodes = gennodes(Nnodes ,hh(i+1),n);

21 weights = genweights(Nnodes);

22

23 % Gradient descent

24 Nit = 0; err = tol+1; x0 = nodes*weights;

25 x0 = x0/norm(x0); clear it; it(:,1) = x0;

26 while (err > tol && Nit <= itmax)

27 x1 = itersph(x0,weights ,nodes);

28 err = distsph(x1 ,x0);

29 Nit = Nit+1;

30 it(:,Nit +1) = x1; x0 = x1;

31 end

32 if (Nit == itmax +1)

33 fprintf(’WARNING: No convergence in ’)

34 fprintf(’Loop %1.0f/%1.0f \n’,[i+1,ii]);

35 end
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36

37 % Finding the convergence rate

38 if (Nit > 2)

39 Ctemp = zeros(Nit -1,1);

40 for k=1:Nit -1

41 Ctemp(k) = distsph(x1,it(:,k+1))/...

42 distsph(x1 ,it(:,k));

43 end

44 Ctemp = Ctemp (1);

45 elseif (Nit > 1)

46 xnew = itersph(x1 ,weights ,nodes);

47 Ctemp = distsph(x1 ,xnew)/...

48 distsph(xnew ,it(:,1));

49 end

50

51 if (Ctemp > Cold)

52 Cold = Ctemp;

53 end

54 end

55 C(i+1) = Cold;

56

57 % Estimate on how long the program still runs

58 if (i ~= N)

59 ttemp = toc; est = 3/5*(N-i)*ttemp /(i+1);

60 fprintf(’Loop %1.0f completed! Estimated ’,i+1);

61 fprintf(’remaining runtime: %5.3f s \n’,est);

62 fprintf(’---------------------------------------’)

63 fprintf(’------------------ \n’);

64 end

65 end

66

67 % Display the experimental convergence rate

68 % and the elapsed time.

69 time = toc; fprintf(’Elapsed time: %5.3f s \n’,time);

70

71 % Eliminating the zeros out of C

72 Cel = C(abs(C) >= tol);

73 hhel = hh(abs(C) >= tol);

74

75 fit = polyfit(log(hhel),log(Cel ’) ,1);

76 rate = fit (1);

77 fprintf(’Convergence rate: %5.3f \n’,rate);

78 fprintf(’-----------------------------------------------’)

79 fprintf(’---------- \n’);

37



80

81 % Plotting

82 set(0,’defaulttextinterpreter ’,’latex’);

83

84 loglog(hh ,C,hh ,0.4/h0^2*hh.^2,’k--’);

85 title(’The Convergence Rate’); xlabel(’h’);
86 ylabel(’C’); h=legend(’C’,’O(h2)’);
87 set(h, ’interpreter ’, ’latex’);

88 end

89

90 %%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%

91 % Generating the nodes and the weights

92 %%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%

93

94 function nodes = gennodes(Nnodes ,h,n)

95 % PRE: h > 0, positive integers Nnodes and n.

96 % POST: Nnodes points on the n-dimensional sphere , that

97 % are h-close to the north pole.

98

99 % The tangent space at the identity is R^n

100 nodes = zeros(n+1,Nnodes);

101 npole = zeros(n+1,1); npole(end) = 1;

102 for i = 1: Nnodes

103 A = rand(n,1);

104 A = 2*A-1;

105 B = [h/sqrt(n)*A;0];

106 C = expsph(npole ,B);

107 nodes(:,i) = C/norm(C);

108 end

109 end

110

111 function weights=genweights(n)

112 % PRE: A positive integer n.

113 % POST: n weights that add up to 1.

114

115 weights = 2;

116 while (sum(weights) ~= 1)

117 temp = rand(n,1);

118 weights = temp/norm(temp ,1);

119 end

120 end

121

122 %%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%

123 % The exponential map , logarithm map and the distance
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124 %%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%

125

126 function q = expsph(p,X)

127 q = cos(norm(X))*p+sinc(norm(X)/pi)*X;

128 end

129

130 function X = logsph(p,q)

131 if (p == q)

132 X = zeros(length(p) ,1);

133 else

134 scpr = p’*q;

135 X = acos(scpr)/sqrt(1-scpr ^2)*(q - scpr*p);

136 end

137 end

138

139 function d = distsph(x,y)

140 % Using the Euclidean norm , since this is a good

141 % approximation of the distance function arccos(<q,p>)

142 % and the latter is badly conditioned for <p,q> close to

143 % one.

144

145 d=norm(x-y);

146 end

147

148 %%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%

149 % One iteration of the gradient descent method

150 %%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%

151

152 function x1 = itersph(x0,weights ,nodes)

153

154 % Calculate grad of the function we want to optimize:

155 gradf = 0;

156 for i = 1: length(nodes (1,:))

157 gradf = gradf + weights(i)*logsph(x0,nodes(:,i));

158 end

159

160 % Gradient descent

161 x1 = expsph(x0 ,gradf);

162 end

Listing B.2: Gradient Descent for the Symmetric Positive Definite Matrices

1 function convmaxspd(h0,N,Nnodes ,n)

2 % PRE: h0 > 0, positive integers N,Nnodes and n.
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3 % POST: A plot showing the convergence rate of the

4 % gradient descent method with Nnodes points

5 % scattered in the balls of radius h0/2^i, for

6 % i=0,...,N on SPD(n).

7

8 % Initializing needed data

9 tol = 1e-14; itmax = 100; tic;

10 hh = h0*2.^( -(0:N)); test = 1e2;

11 fprintf(’-----------------------------------------------’)

12 fprintf(’---------- \n Convmaxspd \n-------------’)

13 fprintf(’-------------------------------------------- \n’)

14

15 C = zeros(N+1,1);

16 for i = 0:N

17 Cold = 0;

18 for ii = 1:test

19 % Creating nodes and weights

20 nodes = gennodes(Nnodes ,hh(i+1),n);

21 weights = genweights(Nnodes);

22

23 % Gradient descent

24 Nit = 0; err = tol+1;

25

26 % Creating the initial value

27 logtemp = 0;

28 for k = 1: length(nodes (:,1,1))

29 Atemp = squeeze(nodes(k,:,:));

30 logtemp = logtemp + weights(k)*logm(Atemp);

31 end

32 x0 = expm(logtemp);

33

34 it(1,:,:) = x0;

35 while (err > tol && Nit <= itmax)

36 x1 = iterspd(x0,nodes ,weights);

37 err = distspd(x1 ,x0); Nit = Nit+1;

38 it(Nit+1,:,:) = x1; x0 = x1;

39 end

40 if (Nit == itmax +1)

41 fprintf(’WARNING: No convergence in ’)

42 fprintf(’Loop %1.0f/%1.0f \n’,[i+1,ii]);

43 end

44

45 % Finding the convergence rate

46 if (Nit > 2)
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47 Ctemp = zeros(Nit -1,1);

48 for k=1:Nit -1

49 Ctemp(k) = distspd(x1,...

50 squeeze(it(k+1,:,:)))/...

51 distspd(x1 ,squeeze(it(k,:,:)));

52 end

53 Ctemp = Ctemp (1);

54 elseif (Nit > 1)

55 xnew = iterspd(x1 ,nodes ,weights);

56 Ctemp = distspd(x1 ,xnew)/...

57 distspd(xnew ,squeeze(it(1,:,:)));

58 end

59

60 if (Ctemp > Cold)

61 Cold = Ctemp;

62 end

63 end

64 C(i+1) = Cold;

65

66 % Estimate on how long the program still runs

67 if (i ~= N)

68 ttemp = toc; est = 3/5*(N-i)*ttemp /(i+1);

69 fprintf(’Loop %1.0f completed! Estimated ’,i+1);

70 fprintf(’remaining runtime: %5.3f s \n’,est);

71 fprintf(’---------------------------------------’)

72 fprintf(’------------------ \n’);

73 end

74 end

75

76 % Display the experimental convergence rate

77 % and the elapsed time

78 time = toc; fprintf(’Elapsed time: %5.3f s \n’,time);

79

80 % Eliminating the zeros out of C

81 Cel = C(abs(C) >= tol);

82 hhel = hh(abs(C) >= tol);

83

84 fit = polyfit(log(hhel),log(Cel ’) ,1);

85 rate = fit (1);

86 fprintf(’Convergence rate: %5.3f \n’,rate);

87 fprintf(’-----------------------------------------------’)

88 fprintf(’---------- \n’);

89

90 % Plotting
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91 set(0,’defaulttextinterpreter ’,’latex’);

92

93 loglog(hh ,C,hh ,0.07/ h0^2*hh.^2,’k--’);

94 title(’The Convergence Rate’); xlabel(’h’);
95 ylabel(’C’);

96 h=legend(’C’,’O(h2)’);
97 set(h, ’interpreter ’, ’latex’);

98 end

99

100 %%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%

101 % Generating the nodes and the weights

102 %%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%

103

104 function nodes = gennodes(Nnodes ,h,n)

105 % PRE: The desired number of nodes Nnodes , the distance

106 % to the identity h > 0, and the dimension of the

107 % matrices n.

108 % POST: Nnodes spd matrices that are h-close to the

109 % identity.

110

111 nodes = zeros(Nnodes ,n,n);

112 for i = 1: Nnodes

113 D = diag ([1e3, 1]);

114 while (cond(D) > 1e2)

115 A = rand(n); A = 2*A-1;

116 B = 0.5*(A’+A);

117 C = h/n*B;

118 D = expspd(eye(n),C);

119 end

120 nodes(i,:,:) = D;

121 end

122 end

123

124 function weights = genweights(n)

125 weights = 2;

126 while (sum(weights) ~= 1)

127 temp = rand(n,1);

128 weights = temp/norm(temp ,1);

129 end

130 end

131

132 %%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%

133 % The exponential map , logarithm map and distance

134 %%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%
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135

136 function res = logspd(A,B)

137 S = sqrtm(A);

138 res = S*logm(S\B/S)*S;

139 end

140

141 function res = expspd(A,B)

142 S = sqrtm(A);

143 res = S*expm(S\B/S)*S;

144 end

145

146 function d = distspd(A,B)

147 Q = sqrtm(A);

148 d = norm(logm(Q\B/Q),’fro’);

149 end

150

151 %%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%

152 % One iteration of the gradient descent method

153 %%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%

154

155 function x1 = iterspd(x0,nodes ,weights)

156

157 % Calculate the gradient at the point xi.

158 n = length(nodes (:,1,1));

159 gradf = 0; x0 = squeeze(x0);

160 for i=1:n

161 Atemp = squeeze(nodes(i,:,:));

162 gradf = gradf + weights(i)*logspd(x0,Atemp);

163 end

164

165 if (gradf == zeros(size(gradf)))

166 x1 = x0;

167 else

168 x1 = expspd(x0 ,gradf);

169 end

170

171 % Projecting onto semidefinite symmetric matrices.

172 temp = 1/2*(x1 ’+x1); [V,D] = eig(temp);

173 x1 = V*max(0,D)*V’;

174 end

Listing B.3: Gradient Descent for the Special Orthogonal Group

1 function convmaxson(h0,N,Nnodes ,n)
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2 % PRE: h0 > 0, positive integers N,Nnodes and n.

3 % POST: A plot showing the convergence rate of the

4 % gradient descent method with Nnodes points

5 % scattered in the balls of radius h0/2^i, for

6 % i=0,...,N on SO(n).

7

8 % Initializing needed data

9 tol = 1e-14; itmax = 100; tic;

10 hh = h0*2.^( -(0:N)); test = 1e2;

11 fprintf(’-----------------------------------------------’)

12 fprintf(’---------- \n Convmaxson \n-------------’)

13 fprintf(’-------------------------------------------- \n’)

14

15 C = zeros(N+1,1);

16 for i = 0:N

17 Cold = 0;

18 for ii = 1:test

19 % Creating nodes and weights

20 nodes = gennodes(Nnodes ,hh(i+1),n);

21 weights = genweights(Nnodes);

22

23 % Gradient descent

24 Nit = 0; err = tol+1;

25

26 % Creating the initial value

27 logtemp = 0;

28 for k = 1: length(nodes (:,1,1));

29 Atemp = squeeze(nodes(k,:,:));

30 logtemp = logtemp + weights(k)*logm(Atemp);

31 end

32 x0 = expm(logtemp);

33

34 % The iteration

35 it(1,:,:) = x0;

36 while (err > tol && Nit <= itmax)

37 x1 = iterson(x0,nodes ,weights);

38 err = distson(x1 ,x0); Nit = Nit+1;

39 it(Nit+1,:,:) = x1; x0 = x1;

40 end

41 if (Nit == itmax +1)

42 fprintf(’WARNING: No convergence in ’)

43 fprintf(’Loop %1.0f/%1.0f \n’,[i+1,ii]);

44 end

45

44



46 % Finding the convergence rate

47 if (Nit > 2)

48 Ctemp = zeros(Nit -1,1);

49 for k=1:Nit -1

50 Ctemp(k) = distson(x1,...

51 squeeze(it(k+1,:,:)))/...

52 distson(x1 ,squeeze(it(k,:,:)));

53 end

54 Ctemp = Ctemp (1);

55 elseif (Nit > 1)

56 xnew = iterson(x1 ,nodes ,weights);

57 Ctemp = distson(x1 ,xnew)/...

58 distson(xnew ,squeeze(it(1,:,:)));

59 end

60

61 if (Ctemp > Cold)

62 Cold = Ctemp;

63 end

64 end

65 C(i+1) = Cold;

66

67 % Estimate on how long the program still runs

68 if (i ~= N)

69 ttemp = toc; est = 3/5*(N-i)*ttemp /(i+1);

70 fprintf(’Loop %1.0f completed! Estimated ’,i+1);

71 fprintf(’remaining runtime: %5.3f s \n’,est);

72 fprintf(’---------------------------------------’)

73 fprintf(’------------------ \n’);

74 end

75 end

76

77 % Display the experimental convergence rate

78 % and the elapsed time

79 time = toc; fprintf(’Elapsed time: %5.3f s \n’,time);

80

81 % Eliminating the zeros out of C

82 Cel = C(abs(C) >= tol);

83 hhel = hh(abs(C) >= tol);

84

85 fit = polyfit(log(hhel),log(Cel ’) ,1);

86 rate = fit (1);

87 fprintf(’Convergence rate: %5.3f \n’,rate);

88 fprintf(’-----------------------------------------------’)

89 fprintf(’---------- \n’);
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90

91 % Plotting

92 set(0,’defaulttextinterpreter ’,’latex’);

93

94 loglog(hh ,C,hh ,0.05/ h0^2*hh.^2,’k--’);

95 title(’The Convergence Rate’); xlabel(’h’);
96 ylabel(’C’); h=legend(’C’,’O(h2)’);
97 set(h, ’interpreter ’, ’latex’);

98 end

99

100 %%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%

101 % Generating the nodes and the weights

102 %%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%

103

104 function nodes = gennodes(Nnodes ,h,n)

105 % PRE: The desired number of nodes Nnodes , the distance

106 % to the identity h > 0, and the dimension of the

107 % matrices n.

108 % POST: Nnodes special orthogonal matrices that are

109 % h-close to the identity.

110

111 nodes = zeros(Nnodes ,n,n);

112 for i = 1: Nnodes

113 D = diag ([1e3, 1]);

114 while( cond(D) > 1e2 )

115

116 % The tangent space are the skew -symmetric matrices

117 % with trace 0.

118 A = rand(n); A = 2*A-1;

119 B = (A-A’)/2;

120 C = h/n*B;

121 D = expson(eye(n),C);

122 end

123 nodes(i,:,:) = D;

124 end

125 end

126

127 function weights = genweights(n)

128 weights = 2;

129 while (sum(weights) ~= 1)

130 temp = rand(n,1);

131 weights = temp/norm(temp ,1);

132 end

133 end
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134

135 %%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%

136 % The exponential map , logarithm map and distance

137 %%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%

138

139 function res = logson(X,P)

140 res = X*logm(X’*P);

141 end

142

143 function res = expson(X,T)

144 res = X*expm(X’*T);

145 end

146

147 function d = distson(A,B)

148 d = norm(logm(A’*B),’fro’);

149 end

150

151 %%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%

152 % One iteration of the gradient descent method

153 %%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%

154

155 function x1 = iterson(x0,nodes ,weights)

156

157 % Calculate the gradient at the point xi.

158 n = length(nodes (:,1,1));

159 gradf = 0; x0 = squeeze(x0);

160 for i = 1:n

161 Atemp = squeeze(nodes(i,:,:));

162 gradf = gradf + weights(i)*logson(x0,Atemp);

163 end

164

165 if (gradf == zeros(size(gradf)))

166 x1 = x0;

167 else

168 x1 = expson(x0 ,gradf);

169 end

170

171 % Project using the svd

172 [U,~,V] = svd(x1); x1=U*V’;

173

174 end
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